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Abstract

Health Information Retrieval is the application of Information Retrieval concepts and tech-
niques to the healthcare domain. Contextual Information Retrieval is a subarea of IR that
incorporates context features in the search process towards its improvement. Both areas
have been gaining interest from the research community but it’s not frequent to see the
combination of both. The Ph.D. research proposed in this report intends to combine these
two areas and has three main purposes. First it intends to investigate the effects of interac-
tion, user and task context features on consumers health information seeking behavior and
on document preference. Second, to study how health information seeking behavior can be
used to predict context features that can, therefore, be gathered and used, without disturb-
ing the user with explicit questions. Thirdly it aims to develop and evaluate query expansion
approaches based on the studied context features. This proposal includes a literature review
on the application of context in HIR, a statement of the research problem, a description of
the research already conducted and a research plan to the achievement of this Ph.D.’s goals.
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Chapter 1

Introduction

Typically, Information Retrieval (IR) systems support their decisions solely on the query
and document collection. Several implicit factors about the user and the search context (e.g.
time, location, task, expertise, previous interaction) are ignored and have the potential to
optimize system’s performance. All information activities take place within a context that
affects the way people access information, interact with a retrieval system, make decisions
about the documents retrieved and evaluate retrieval systems [1, 2].

Context is gaining attention in the field of Information Retrieval [3] and its inclusion in
IR has been pointed as one of the grand challenges for this area by several authors[4, 5, 6].
Yet, the difficulties of capturing and representing knowledge about context has been slowing
the progress in this area [4]. In some domains, like health, the search context is extremely
rich. Also, in this area, the search process usually occurs in well-defined scenarios (e.g.
treatment, diagnosis) whose characterization may be used to improve IR systems. The large
quantity of contextual data that may be associated with an Health Information Retrieval
(HIR) system makes us believe that context can be useful to improve it.

This Ph.D. work intends to study what elements of context are potentially significant to
HIR activities and to propose novel ways to improve HIR performance with the exploration
of context features. It will focus on health consumers rather than health professionals due
to the lack of research focused in this specific public and to the importance of good retrieval
systems to an informed health consumer.

In Portugal, 19,6% of the population uses the Internet to search for health information.
The age group in which more health searches are done is the one of 25 to 44 years. Users
mainly do it to search information for themselves (83,1%), once in a while (56,7%), mostly
using search engines (84,5%). The topic most searched for is the diseases and treatments’
descriptions one (11,4%) [7].

This document is structured as follows. Chapter 2 outlines the precedents for the pro-
posed work with a literature review in the use of context in HIR. In Chapter 3, after describing
the motivation behind this work, is defined a statement of the research problem along with
the aims and thesis of this Ph.D.. Next, a description of the work already conducted is done
in Chapter 4. The last chapter describes the future plans for the research with a schedule
for the completion of the work. This chapter also includes the data sets that may be used.
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Chapter 2

Use of Context in HIR

Health Information Retrieval Health Information Retrieval (HIR) focus on the appli-
cation of IR concepts and techniques to the domain of healthcare. This field has largely
evolved in the last few years. Habits of health professionals and consumers (concept used
here to specify patients, their family and friends) have been changing as a result of several
factors. Some of them are the increasing production of information in a digital format [8],
the greater availability and the easier access to health information.

A greater demand from health professionals and consumers triggered research initiatives
in HIR and the creation of specialized services and products [9]. These events and the
growing tendency on health information consumption was predicted in the past and it is
predicted to continue happening in the near future [10]. A more detailed HIR state-of-the-
art is available in Lopes’s work [9]. Recent research proposes new ways to adjust queries to
user needs, to index health data, to present search results, to rank results (e.g. based on
readability or content) and to analyse information needs and behaviors [9].

Contextual Information Retrieval Several authors agree that context, often ignored,
might be used to improve the retrieval process [2, 3]. A contextualised IR could allow
IR systems to learn and predict what information a searcher needs, learn how and when
information should be displayed, present how information relates to other information that
has been seen and how it relates to other tasks the user was engaged in and decide who else
should be informed about new information.

In the field of Information Retrieval, the interest to adapt the search process towards the
user’s needs and context has been increasing [3]. Contextual IR, Adaptive IR or Interactive
IR are names usually given to a research area that combines search technologies and search
context in order to provide the most appropriate answer for a user’s information need [4].
I’ll use the acronym CIR to designate this area from this point forward. Several journals
and conferences have given attention to this topic in the last few years. The Information
Processing and Management journal has dedicated a special issue to context in IR in 2002
[11] and a special issue to adaptive IR in 2008 [12]. The Information Retrieval journal has
also dedicated a special issue in 2007 to Contextual Information Retrieval Systems [13].

In 2004 and 2005, two workshops entitled Information Retrieval in Context (IRiX) were
held in association with the ACM SIGIR Conference [14, 2]. In 2006, a new set of conferences
entitled Information Interaction in Context (IIiX) has begun as a spin-off of these workshops
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[15]. Another workshop about Adaptive IR took place in SPIRE’06 [16]. In 2007, a workshop
entitled Context-Based Information Retrieval - CIR was held in the Sixth International and
Interdisciplinary Conference on Modelling and Using Context [17]. In the following year,
2008, took place the second edition of IIiX [18], the second workshop on Adaptive Infor-
mation Retrieval [19] and the 7th edition of Information Seeking in Context (ISIC) biennial
conference [20]. In 2009, a workshop at the 31th European Conference on Information Re-
trieval was dedicated to Contextual Information Access, Seeking and Retrieval Evaluation -
CIRSE [21]. In 2010 it will take place the 2nd International Workshop on CIRSE1, the 3rd
IIiX symposium2 and the 8th ISIC conference3.

All these journals and conferences provide an overview of the relation between context and
information retrieval, present case studies, propose evaluation and research methodologies,
offer new ways for modelling context and provide frameworks for doing research in this area.

Context is one of the most abused terms in IR, being associated to a broad range of ideas
[22]. A literature review on the definition of context and context taxonomies has been done
by Lopes [23].

Context in Health Information Retrieval According to Lin and Fushman, “the do-
main of clinical medicine is very well-suited for experiments in building richer models of
the information seeking process” [24]. In fact, it’s not difficult to foresee context features
in this domain that could enrich HIR models. In the health domain, the search process
usually occurs in well-defined scenarios (e.g.: treatment, diagnosis) [25] and context may
be extremely rich. Similarly to any visit to the doctor, where the patient doesn’t just say
“itch”, but explains the context of the “itch” to the doctor, context is relevant to HIR. Other
examples of context features that can be used are the search scenario and its specificities
(e.g.: treatment of a disease), the searcher’s personal health record, the clinical case in hands
and the searcher’s knowledge in the health domain.

Hersh, one of the major figures in HIR [26], pointed in a 2007 presentation that “Finding
the right information for the right task” is one of the grand challenges for HIR. This, the
relevance of context in the health field [27] and the spread of HIR activities, stimulate this
research.

In the next subsections I present a description of the main research being done in the
application of context to HIR (CHIR). I start by introducing in Section 2.1 two taxonomies,
one for context features and the other for uses of context features, and use them to classify
a set of papers. These papers are discussed in greater detail in Section 2.2.

2.1 Classification of Research

The papers classified here were selected from a set of IR research papers that explicitly apply
context features in the health domain. I have excluded papers from IR subareas or areas
close to IR but out of its main focus (see the uses of context taxonomy). For example, papers
on Information Extraction and papers proposing readability formulas for health documents

1http://www.irit.fr/CIRSE/
2http://www.iiix2010.org/
3http://fcd1.inf.um.es/ocs/index.php/isic/2010/schedConf/cfp
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were excluded from this analysis. In addition, papers where the core was not an innovative
contribution (e.g.: literature reviews or comparisons of IR systems) were also excluded.

To obtain an overview of what is being done in CHIR, I classified this area’s research
papers according to the context features they have used and to what they have been used
for. I have therefore adopted the Ingwersen and Järvelin’s nested model of contexts for
Information Seeking and Retrieval (IS&R) [28] and the taxonomy for uses of context defined
by Lopes [23].

Ingwersen and Järvelin’s nested model of contexts for IS&R The first version of
Ingwersen and Järvelin’s nested model of contexts has 6 dimensions [28]. The first and second
dimensions represent the intra and inter object contexts and are the central component of
the cognitive IS&R framework, proposed by the same authors. The other four dimensions
are: the interaction (session) context; the context provided by the remaining components of
the framework; the societal infrastructures and, across the stratification, the historic context
of all actor’s experiences. Later, and by the same authors, the social/organizational/cultural
context dimension was divided in two subdimensions: an individual and a collective one [29].

This model may be centered on the information space, the cognitive author (e.g.: searcher),
the interface, the information technology (engines, logics, algorithms) or the social/orga-
nizational/cultural context. This choice will affect the nature of the interaction context
(dimension 3) and the context given by the remaining framework components (dimension
4).

In the classification of the research papers I used the information space as the core
component of this nested model of contexts (see Figure 2.1). In this work, I could focus on
the information space or on the cognitive actor. The specificities of the information space in
the health domain, best described in two dimensions (1 and 2 of the model), made us select
it as the central component of the adopted model.

I selected the information space because it is a component that has specific characteristics
in the health domain which can be more perceptible if organized in two dimensions (1 and
2). All the searcher’s context will still be present but in the fourth dimension. On the other
hand, the choice of the cognitive actor as the core would make the model more ambiguous
because, depending on the use given to context features, the cognitive actor might be the
searcher or other actor (e.g.: person contributing to the indexing process).
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Figure 2.1: Ingwersen and Järvelin’s nested model of contexts [28] with the information
space as the central component.

Uses of context taxonomy Papers were also classified according to how they use context
features in the retrieval process. In order to do this I adopted four categories, similar to the
four top categories of the uses of context taxonomy proposed by Lopes [23]: Indexing and
Searching, Query Operations, Ranking and Interface. The Query Operations category is
more comprehensive than the Relevance Feedback and Query Expansion category initially
proposed in Lopes’s work because I realized that, in the health domain, it is frequent to have
systems that generate queries and gather information resources from other systems. With
this change, papers describing this kind of research can fit into this category.

In the IR process, the ranking phase is usually straight connected to the searching phase.
Yet, I feel it is better to keep them as two distinct categories to help differentiate systems
that have their own index and implement a retrieval model from systems that just reorder
existing result sets based on some specific criteria.

Classification The table in Figure 2.2 shows the distribution of papers by categories. For
convenience of representation, I switched the initial order [23] of the interface and ranking
categories. Each paper is represented by its bibliographic reference and a letter (P, C or B)
that represents the type of users to whom the system is targeted: professionals, consumers
or both. When a paper crosses more than one category, its reference is represented in the
categories intersection area. In some cases, it may also be connected with a dotted line to
another cell of the matrix. For example, paper with reference [30] uses interaction, individual
and collective context features in Indexing and Searching, Query operations and Interface
stages.
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[34]P [54]P
[55]P

Indexing and
 Searching Query operations Interface Ranking

[30]B

[35]P
[36]P
[37]B

[25]P, [41]P,
[42]P, [43]P, 
[44]P, [45]P, 
[46]P, [48]P, 
[49]P, [50]P, 
[51]P, [52]P

[30]B, [43]P
[56]C

[53]P

Intra-object

Inter-object

Interaction

Individual

Collective

Infra-structures

Historical

[30]B  [40]C
[27]C

[39]P

[33]P

 [57]P

Figure 2.2: Papers classified based on the used context features and their specific use.

Figure 2.2 shows that research is more intense on Query Operations using mainly context
features from the individual and collective dimensions. I was surprised with the weak use of
the interaction context. This might be explained by the preference to use context features
more focused on the health domain. Note that interaction context is a more generic category
of features. On the other hand, I expected to have a large number of papers using collective
context features since this category is exhaustive, covering the characteristics of all the
components from the cognitive framework that are not at the center of the model.

In Figure 2.2 I highlight the papers that are dedicated to research on health consumers
systems (letters C or B). As shown, research is mostly dedicated to health professionals. Con-
sumer dedicated research uses context features from the interaction, individual and collective
dimensions.

In order to show exactly which context features are used, Table 2.1 has a structure
similar to the one in Figure 2.2, with the used features. In this table, EHR stands for
Electronic Health Record and PHR for Personal Health Record, to distinguish institutional
data from the records managed by the patient. UMLS is a project from the National Li-
brary of Medicine (NLM) of the United States composed of three knowledge sources: the
Metathesaurus, the Semantic Network and the SPECIALIST Lexicon and Tools. MeSH is
also an NLM thesaurus. More information on these two context features is available in the
state-of-the-art report on Health Information Retrieval [9].
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Table 2.1: Context Features used in CHIR.

Indexing and Search-
ing

Query Operations Interface Ranking

Intra-Object Document contents and
structure (e.g. abstract,
conclusions, title, HTML
structure).

Document
images and
captions.

Inter-Object Links between documents.
Interaction Browsing behavior.
Individual Authoring context. Searcher’s clinical data

and user interest.
Searcher’s
clinical data
and PHR.

PHR.

Collective UMLS, domain cate-
gories, tasks, ontologies,
taxonomies and patient
data (age, sex and clinical
context).

UMLS, MeSH, domain
questions and terminolo-
gies, clinical practice
guidelines, retrieval feed-
back, task context and
patient data (clinical
data, consult reports,
exam reports, EHR).

UMLS,
MeSH, do-
main ques-
tions, Gene
Ontology
and patient
data (clinical
data, EHR).

Infrastructures
Historical Search history.

As can be seen in the collective dimension of Table 2.1, the health domain is very rich
in structured information. This dimension mainly consists of terminologies, thesaurus and
ontologies. Note that in IR systems used by health professionals, the EHR and patient’s
clinical data is part of the professional work task. Therefore, in professional systems, these
context features incorporate the collective dimension of context. In IR systems designed for
patients, the use of clinical data or PHR about the searcher is considered individual context.

2.2 Examination of Research

In this section, the papers classified in Figure 2.2 and a set of extra papers are presented in
greater depth. The set of extra papers is composed by theoretical papers and papers from
related areas. This analysis contributes to a better understanding of how are context features
being acquired and used and how will studies be conducted. Beyond Sections 2.2.1 and 2.2.5,
where theoretical and related work papers are described, research is presented according to
the IR phase in which the context features are used. Inside each section, whenever possible,
research is also divided into context dimensions. Research using context features in more
than one phase is split across categories according to the focus given to that particular phase.

2.2.1 Theoretical papers

In this section I analyse three papers that were excluded from the classification in Figure 2.2
because they present more theoretical results. Two of these papers present a set of context
features to use in the health domain, organized by categories. Cimino and Li[31] proposes
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the following contextual parameters, to be used in the integration of a clinical system to
information resources: user type (nurse, physician, patient), patient age (newborn, infant,
child, adolescent, young adult, middle aged and elderly), patient gender (male, female),
concept of interest (medication, test result, organism that generated the user’s request,
mapped to concepts in the Medical Entities Dictionary), institution (used to determine which
resources are available/preferred at a given institution). Lin and Fushman [24] propose five
context elements to better capture user’s information needs: the work task, the search task,
the process, the problem structure and the domain. The work task is composed by the user’s
broader activities like the Evidence-Based Medicine (EBM) therapy, diagnosis, etiology and
prognosis. The search task involves more focused tasks like therapy selection, differential
diagnosis, diagnostic methods selection, cause determination or patient outcome prediction.
The process specifies how is the information gathered integrated in the work task. The EBM
framework, for instance, has several tools to evaluate the confidence a health professional
should have in the results and mention the Strength of Recommendations Taxonomy (SORT)
to do this. The problem structure is organized according to the medicine well-known method
PICO: Problem, Intervention, Comparison and Outcome. The domain is described using the
UMLS.

The second paper is a review of the integration of on-line bibliographic resources into
patient care systems [32]. As noted in Section 2.2.3, this type of system is very common in
the health domain. In this paper, 12 systems were evaluated in three perspectives: user’s
question, where does the answer come from and how is the retrieval strategy composed.
Cimino notes that all systems use clinical data and the UMLS to generate the information
requests. Some also use clinical data to directly compose a query, and others to identify topics
of interest that will help in the query construction and on the source selection. He finally
states that interfaces’ improvement are needed in systems that integrate several sources of
information.

2.2.2 Indexing and Searching

As can be seen in Figure 2.2, the Indexing and Searching retrieval phase uses context fea-
tures from the objects [33, 34] and from the collective dimensions [30, 35, 36, 37], where
terminologies, thesauri and ontologies prevail (see Table 2.1). In this set of papers, only
two [33, 35] are dedicated to search and retrieval models, all the others address the indexing
phase.

Object dimension

More than 20 years ago, Frisse [33] has used a prototype of a hypertextual medical ther-
apeutics handbook to approach retrieval. He divided a therapeutics handbook into what
he calls individual hypertext cards, assigned a label to each card (the first sentence of that
section in the book) and created links between the cards using the hierarchical structure of
the book. He considers two approaches for indexing the documents: the small document
approach and the graph traversal approach, the first emphasizes pattern matching and the
second browsing. The uniqueness of Frisse’s approach stands on using the usual tf*idf
weighting with the average weight of all immediately linked nodes. He uses hypertext as a
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belief network where the value of a card depends on its linked nodes.
A more recent study, done in the NLM, analysed if, in term suggestion, there are benefits

in using the article’s full-text instead of using only the title and abstract [34]. Authors used
the structure of the document in their experiments and found advantages in using terms
from captions and from the following sections: results, results and discussions, conclusion,
and no header sections.

Individual and collective dimension

Martins et al. [30] propose a semantically built index using natural language tools to analyse
each document and link its terms to concepts of the UMLS ontology. They also mention the
use of an authoring context that is gathered from the user and stored in the index, which
constitutes the single individual context feature used in Indexing and Searching. Their
system uses ontologies to represent domain activities in the indexing and retrieval process.

Quellec et al. [35] describe a system to retrieve medical cases based on images with
contextual information. In the context of diabetic retinopathy patients, they have defined
several context attributes to be stored with the images: age; sex; general clinical context
(familiar, medical, surgical, ophthalmologic); circumstances, examination and diabetes con-
text (diabetes type, diabetes duration, diabetes stability, treatments); eye symptoms before
the angiography test (ophthalmologically symptomatic, ophthalmologically asymptomatic)
and maculopathy. The authors used decision trees with images and context attributes as
features and found promising results about the combination of numerical and contextual
data in retrieval frameworks.

Purcell et al. propose context models for three types of medical publications: clinical
research articles, case reports and review articles [36]. These context models outline the con-
texts that characterize each publication and provide the basis for understanding potentially
ambiguous terms or phrases. In the indexing phase they do content markup assigning con-
texts (from the models) to sentences in a document, through specific tags. To evaluate their
indexing scheme and, specifically, the ability of different people to reproduce the indexing
for a set of documents, they conducted studies of interindexer consistency for each context
model. They concluded that context models for clinical research articles and case reports
can easily be learned and applied.

Another work that uses collective context features in the indexing and searching process
is the one from Sakji et al. [37]. Working on the Catalogue and Index of the French-speaking
Medical Sites (CISMeF), authors move from a MeSH only indexing towards the use of several
health terminologies arguing that will lead to a larger user adequacy.

2.2.3 Query Operations

The Query Operations phase is where context features are mostly used, mainly features from
the collective dimension, in the set of papers analysed.
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Interaction dimension

Only Martins et al. used interaction context features in the implemented relevance feedback
approach [30]. Besides explicit evidence provided by the user interaction while browsing the
results, this system also uses implicit evidence provided by contextual information (they do
not specify what it consists in).

Individual and collective dimensions

A large number of research papers in this category describe systems that compose, or help
the user compose, queries and submit them to bibliographic retrieval systems. Of these, a
large number are based on infobuttons, initially developed by Cimino et al. [38], that take
the form of context links from a clinical system to information resources related to the initial
context. The differences between them reside essentially on the context they use to generate
the query and on how they do it. Only two of the works use individual features [39, 40], all
the others use exclusively collective features.

A work of Zeng and Cimino [39] is an application of the infobuttons to radiology results.
To generate questions, this system uses individual context features like user interest and
collective features like patient clinical information, generic questions’ templates and the
UMLS. The questions are then submitted either to the clinical system, the Medline or Web
resources.

IMed is a system that helps users generate queries through an interactive questionnaire
and the background use of medical knowledge [40]. Based on a searcher’s description of
his condition, the system suggests the top-ranked symptoms and signs. The system then
continues the iterative process asking questions and ranking answers not selected by the user
according to their medical probabilities. In this process, the system uses diagnostic decision
trees written by medical professionals. To help the searcher redefine his situation, the system
also presents MeSH medical phrases related to his initial inserted condition. Evaluation
with real medical case records and medical exam questions indicated the effectiveness of the
system.

In a way similar to the not yet created infobuttons, a 20-year old paper already used the
context of the clinical situation of a patient, more precisely a psychiatric consultation report,
to gather a set of bibliographic references relevant to the case reported [41]. The PsychTopix
system presents the user important topics extracted from the psychiatric report that, if
selected by the user, are submitted to Medline. A similar approach [42] extracted UMLS
Metathesaurus Main Concept terms and their synonyms from a medical text (e.g.: discharge
summaries, lab results, radiology reports) in natural language. The system, Chartline, then
suggests a set of Medline queries to the user. According to Hersh [26], these approaches
were limited by the non-specificity of the data in dictated reports. An approach without the
extraction component was developed by Cimino et al. [43]. In this work, the authors, using
UMLS, have converted diagnoses and procedures coded in the International Classification
of Diseases, Ninth Edition, Clinical Modifications (ICD9-CM) to MeSH terms. Between the
translation and the submission to Medline, the user has to select a question from a set of
generic queries presented by the system. These questions are generated with the diseases
and procedures selected in the patient admission form.
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Later, Cimino et al. explain how they generated the generic questions [44] using the
UMLS Metathesaurus, Semantic Network and Information Sources Map (a fourth UMLS
knowledge source that existed from 1991 to 1998). They do a syntactic and semantic analysis
of a set of real queries. Syntactic analysis uses NLP techniques to identify the interrelated
medical concepts in the query and semantic analysis is done by librarians to determine the
type of query and the semantic relationships between the concepts. The system described
in this paper works in two ways, either the user inserts a query and the system identifies the
most relevant generic query or the user indicates patient data of interest and selects one of
the queries suggested by the system.

SmartQuery is another system that provides context-sensitive links from patient data
to online health resources [45]. These links appear next to lab tests and dictated reports.
Differently from the previously described systems, SmartQuery obtained resources from five
possible sources, selected by the user. The system uses three different sources of query
terms: MeSH terms translated from the ICD9 codes existing in the patient’s diagnosis list;
MeSH terms obtained from the lab results or dictated reports; and user inserted terms.
From the terms suggested by the system, the user selects the terms he wants. A query is
then constructed for each information source. Evaluation was done through a questionnaire
applied to hospital residents after they have completed a set of three tasks in the system.
Results showed that users liked the system, learned how to use it easily and were moderately
satisfied when comparing the system with traditional methods.

A recent work links pieces of computerized clinical practice guidelines to PubMed medical
literature [46]. This framework transforms the clinical practice guidelines into small chunks
of knowledge components which are later enriched with context, semantics and meta-data
about the original practice guideline’s content. To select the medical phrases that will
integrate the final query, the knowledge components are analysed, processed and filtered. In
the end, the set of the selected medical phrases will be classified into one of four categories:
diagnosis, etiology, prognosis and therapy. This label will also integrate the final query that
will be submitted to PubMed. To evaluate the systems, domain specialists assessed the
relevance of the retrieved literature (87% found the results to be relevant) and the query
classification given by the system (89% found query type was correct).

KnowledgeLink is the name of another application that uses infobuttons in places where
drug names appear in the EHR, providing links to web resources. The use of the infobuttons
was assessed in a study conducted by Maviglia et al. [47] in which they concluded that
“although used infrequently and for brief sessions, KnowledgeLink was positively received,
answered most users’ questions, and had a significant impact on medical decision making”.

Mendonça et al. reviewed studies of clinicians’ information needs and the role of termi-
nologies on the integration of clinical systems with literature resources and also describe a
model to accomplish this integration [48].

Coach is an NLM project designed to assist users during search in the medical domain
[49]. The system’s main goal is to deal with the problem of boolean combinations with null
results. Analyzing these type of searches (null retrieval) and using the UMLS knowledge
sources, this system suggests new query terms to the user.

Srinivasan is the author of a study [50] that examines three pseudo-relevance feedback
(RF) methods on Medline: expansion on the MeSH query field alone, expansion on the
free-text field alone and expansion on both the MeSH and the free-text fields. The study in-
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tended also to analyse the dependency on the availability of relevant documents for feedback
information. The strategy that showed best results was the one that adds only MeSH con-
cepts. They also concluded that the RF method is independent of the availability of relevant
results. After Srinivasan’s work on pseudo RF and her comparison of this method to the use
of thesaurus for query expansion, Aronson and Rindesch [51] replicated their UMLS query
expansion method in the test collection used by Srinivasan. They argued that their previous
work had not been done in a MeSH-indexed text and showed that it compares positively
with pseudo RF.

In another study, Hersh et al. evaluated query expansion methods using UMLS Metathe-
saurus definitions and relationships [52]. Like the two previous studies, they used the
OHSUMED collection in their experiments. Expansion was done using term definitions,
synonym, hierarchical and related information. Their experiments showed bad aggregate
retrieval performance in terms of recall and precision although improvements have been
verified in individual queries.

Liu and Chu [25] describe a query expansion method that takes into account the sce-
nario/task context (e.g. treatment or diagnosis of a disease) in retrieving medical free text.
This expansion method uses UMLS to add terms relevant to the query’s scenario. When
compared with a traditional method that expands terms statistically correlated but not
necessarily scenario specific, this method showed improvements.

Historical dimension

CONIT is a system that assists the user when searching in heterogeneous retrieval systems
[53]. The authors enhanced the system with search aids in three major areas: search history
and reconstruction, automatic keyword/stem searching and individualized database search-
ing. They concluded that the effectiveness of the CONIT at least approximates that of
human intermediaries in some contexts.

2.2.4 Interface

Systems that use context to improve the Interface explore intra-object structures and features
from the individual and collective dimensions.

Intra-object dimension

Two of the analysed papers use intra-object context features. In one of the papers, Hearst
et al. [54] present a characteristic of the BioText Search Engine that allows browsing and
searching of article’s figures and captions. This BioText Engine’s feature is based on the fact
that the elements that get more attention in a scientific paper are the title, abstract, figures
and captions. In the other work, Hearst et al. [55] support the search in the captions of the
article’s figures and returns the article, its figures, captions and also other related figures.
Participants in a pilot study reported positive reactions to this idea.
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Individual dimension

The iMed system [40], already introduced in the previous section, helps the users to construct
a query through an interactive questionnaire and a personalized interface. Based on the
patient clinical information and medical knowledge, the iMed search advisor presents the
searcher with alternative symptoms and signs, his previous answers to the questions and
alternative answers rated with their probability, the description of his situation and a set of
related medical phrases.

Silva and Favela [27] use data from personal health records as a context to deliver health
information search results adapted to the user health conditions. In their system, MISearch,
several contextual aids were added to the interface. On the search results page, together with
the title, snippet and URL, there is also a context line with the items from the PHR that
were found in each document and a link to a cached version of the document where context
keywords are highlighted. They also have contextual filters in the results page, namely a
drop-down list where the user may choose if he wants to see all the results, results relevant to
his context or results relevant to a specific context of his PHR. The system also provides an
option menu to restrict context intrusiveness where the user may select the ordering criteria:
search query, context relevance or domain name. An evaluation of the system showed that
the context was more useful when searching for difficult or misleading information.

Collective dimension

DynaCat [56] is a well-known system in the healthcare domain. This system uses UMLS
knowledge and MeSH terms to dynamically categorize search results. Another ontology,
Gene Ontology, is used by another system [57] to categorize search results, to show terms
related to the original query, to highlight terms in the abstract and to present definitions of
terms.

In the work of Martins et al. [30] search results are organized into a taxonomy of UMLS
concepts. In his work on the hypertextual medical therapeutics handbook, Frisse also gives
generic suggestions for electronic books interfaces [33].

Ranking

The only system that uses context features to rank results is the one proposed by Silva
and Favela [27]. This system is powered by Google, which is used to obtain an initial list
of relevant results to a query string. These results are then reordered according to their
relevance to context keywords of the PHR.

2.2.5 Work on related areas

A related area whose results are important to Information Retrieval in the health field,
specially in systems dedicated to consumers, is the one that studies consumer familiar-
ity/readibility of medical texts. A researcher with several works in this area is Qing Zeng4.
She is the coordinator of an initiative named Consumer Health Vocabulary [9]. One of

4http://dsg.bwh.harvard.edu/index.php/Main/PersonQing
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her recent works presents a method to predict consumer familiarity with a document using
contextual information [58]. This method is based on a network of terms and context rela-
tionships where some of the nodes, named root terms, have a related evaluation. A term may
appear in contexts like the query session, sentence, paragraph or document. The method was
applied to MedlinePlus log files and showed better results than the syllable count, frequency
count, and log normalized frequency count.

Another work in this area proposes a model of text readability to allow different rankings
to health-experts and non-health experts [59]. The model takes into account two factors: how
the domain-specific concepts affect document readability and how it affects the document’s
textual genres. They propose three readability formulas that are also applied to HIR and
compared to four traditional readability measures.

14



Chapter 3

Research Problem

Most researchers in this field are aware that context affects information retrieval in general.
The health area is no exception, being particularly rich in terms of context. As can be noticed
in the previous literature review, research has been more focused on health professionals
than consumers. Of the 27 papers analyzed, only 3 are dedicated to health consumers and 2
are dedicated to both professionals and consumers. This difference may be explained by the
longer tradition of information retrieval in health professionals when compared to consumers.
Only recently, with the advent of the Web, has search become more popular among health
consumers. Other possible reasons include the large number of medical knowledge sources,
the possibilities open by the integration of search systems with clinical systems and the
difficulty associated with user studies in consumer health retrieval.

The lack of research on the use of context in health IR by consumers, the growing number
of health searches (61% of the American adults look online for health information [60] and
19,6% of Portuguese population aged 15 or more [7]) and the importance of well-informed
patients [61] justify the option to focus on information retrieval by health consumers.

When faced with an health information need, the number and diversity of information
sources that can be accessed is large. Users may consult a doctor, talk to friends or even read
a book. The research to be conducted in this Ph.D. will focus on online health information
retrieval, this is, retrieval done on the Web.

This research seeks to study how context features surrounding Health Information Seek-
ing and Retrieval can affect the use of HIR systems and to apply these features in the
improvement of these systems. More specifically, its purpose is to:

1. Investigate the effects of interaction, user and task context features on consumers health
information seeking behavior and on user’s document preference;

2. Develop and evaluate query expansion approaches based on the studied context fea-
tures;

3. Study how health information seeking behavior can be used to predict context features.

These three research questions are listed above according to their priority in the overall
research. The first research question is the one with the highest priority and will be the core
of this PhD. The second and third goals are less important but supplementary. Depending
on the progress of the first two aims, the third one might be only superficially addressed.
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The two last goals are identified as characteristics of future search engines by a large
number of renown figures in the field of Information Retrieval [4]. These authors state
that “Future search engines should be able to use context [...] to infer characteristics of
the information need such as query type, answer type, and answer level, and use these
characteristics [...] to rank potential answers [...]”.

As seen in Chapter 2, context is a comprehensive concept, embracing several types of
context features [23]. This research will concentrate on features that are expected to have a
greater impact on the health domain, namely, interaction, user and task features.

Interaction features correspond to the third dimension of the Ingwersen and Järvelin’s
model of contexts in Figure 2.1 and concern the search process evidence. Examples of features
included in this dimension are: accessed documents, explicit relevance feedback behavior,
used query terms, work task descriptions, eye/mouse movements. This research will focus
on both present and past interaction. In the referred model of contexts, past interactions are
included in the seventh dimension - historical context. It will also focus on user’s implicit
relevance feedback behavior that, in the model, is included in the fifth dimension.

The fourth and fifth dimensions of the Ingwersen and Järvelin’s model of contexts focus
on the context provided by the components of the framework that are not central. The first
is about individual features and the second is about collective features. With the information
space at the center, as represented in Figure 2.1, characteristics about the user are included
in the fourth dimension. From the large number of features describing the user, this research
will focus on his domain expertise/familiarity.

Still with the information space at the center, the fifth dimension of the model includes
several categories, namely, the social, systemic, domain and task contexts. This research will
focus on domain information and task features. Domain information will be gathered from
health vocabularies, taxonomies and other health related resources (e.g.: Wikipedia pages).
The task features will be the health scenario (e.g.: disease diagnosis, disease treatment,
medication side effects), the medical specialty scenario (e.g.: gastroenterology, cardiology)
and the health topic severity.

Figure 3.1 summarizes the context features that will be explored and the dimensions to
which they belong in the model presented above.

Table 3.1: Context features that will be explored.
Interaction User Task

Dimensions 3, 5, 7 4 5
Features Implicit and Explicit be-

haviors from present and
past interaction.

Expertise on the topic. Domain information,
health scenario, medical
specialty, topic severity.

The thesis can be stated as:

Health consumers’ information seeking behavior is affected by the search context,
namely interaction, user and task features. The integration of these context fea-
tures in query expansion approaches can improve Health Information Retrieval.
On the other hand, behavior’ patterns can also be used to infer context aspects.
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The research will be mainly dedicated to text content rather than other types of multime-
dia content like images, videos or sounds. It will also be primarily concentrated on a specific
phase of the retrieval process: Query Operations. In Figure 3.1, the dotted lines represent
search context features that, implicitly or explicitly, feed the retrieval phase. The reasons
behind the choice of this retrieval phase are its potential to incorporate context features and
its smaller demands in terms of technical infrastructures and specific data sets.

Figure 3.1: The Retrieval Process [adapted from [62]].
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Chapter 4

Research Progress

Until now, a significant component of my work on the Ph.D. has been dedicated to define
the scope of the research to be carried out, to make contacts to gather useful data sets, to
compare methods of automatic identification of health queries and, more recently, to plan
and monitor two user studies that will enable the analysis of context features’ effects on
health information retrieval.

4.1 Automatic health queries identification

The first experiment I’ve done was concerned with the automatic identification of health-
related queries in web search logs. I have compared two type of methods, one based on the
co-occurrence of query terms with the word “health” and the other on health vocabularies.
To evaluate the classifications, I’ve used a human classified pool of 20,000 queries and the
best method had 73% of sensibility and 79% of specificity. This method used Yahoo! to
calculate the co-occurrence rate at a threshold value of 0,5. This work was published in the
proceedings of the Doctoral Symposium on Informatics Engineering 2008 [63]. I still intend
to compare the methods implemented in this experience with two other types of methods
and to additionally measure their performance on portuguese queries. The best method will
be used in future experiments using web search logs.

4.2 Contacts to acquire data sets

On of the major obstacles in this research is the access to useful data sets. With this in mind,
I have started making contacts to obtain data sets that may be used in future experiments.
I have contacted SAPO, the biggest search engine in Portugal, to obtain the access logs of
a service called SAPO Saúde1. This is a site that provides health information in several
categories and also a search engine. Searches done in this site are already being registered. I
have also contacted the Faculty of Engineering and the Faculty of Medicine of the University
of Porto to be aware of the type of web access logs that are or can start being registered. I

1http://saude.sapo.pt
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am working on obtaining formal permission to process the web access logs that are already
being logged.

4.3 Define research scope

The definition of the research scope has been accomplished through several substeps. In
2008 I have done a literature review on Health Information Retrieval [9]. In 2009 I attended
the SIGIR’09 Doctoral Consortium [64] and participated in the European Summer School
of Information Retrieval2 where I have presented a paper in the 3rd IRSG Symposium -
Future Directions in Information Access 2009 [23]. In this paper I do a literature review on
the definition of context and on context taxonomies, a systematic representation of context
features and its uses and a survey on the use of context features in IR.

4.4 User Studies

I conducted two user studies based on the interactive IR evaluation model proposed by
Borlund [65] as an alternative to the Cranfield model. One of the key elements of this model is
the use of realistic scenarios, known as simulated work task situations, that have two goals: to
allow user interpretations of the situation, leading to “cognitively individual information need
interpretations as in real life” and to be the “platform against which situational relevance
is judged”. The second key component is the empirical based recommendation that can be
presented with the description of the work task.

In the two studies, the simulated work tasks were applied to approximately 40 students
of the Information Science undergraduate programme of the University of Porto. Users were
asked to install and configure the Lemur Query Log Toolbar3 client software so all their
actions would be registered. This generates a client-side query log, richer than a server-side
query log.

4.4.1 First Study

In the first study, users were asked to select one of three simulated work tasks. Work
tasks were defined based on popular questions (large number of visualizations or answers)
submitted to web health support groups. The last sentence of each work task is always an
indicative request, the second key component of the model proposed by Borlund [65]. As an
example, I present one of the work tasks translated to English. The others may be consulted
in Appendix A in Portuguese.

You don’t have a history of back pain. You started to experience pain in your
shoulders, neck and upper back about two months ago. Prior to the condition you
started to work out with a personal trainer, but you felt good for three months,
so the doctor and you don’t think there is a connection. You tried many types

2http://essir2009.dei.unipd.it/
3http://www.lemurproject.org/querylogtoolbar/
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of massages and acupuncture. Your doctor says it’s nothing and that it will pass
with time. You need to know more about this problem. For example, to know
possible causes of back pain and how to relieve and treat the pain.

After selecting a work task, users were asked to answer a first questionnaire4 to conduct
the search as they usually would and to answer a second questionnaire5. The first question-
naire inquires the user about demographic data, his web search experience, his health seeking
behavior and his knowledge on the work task. The final questionnaire has questions about
the user’s health seeking behavior, his choice on the work task and its completion status.

4.4.2 Second Study

In the second study, each work task was divided into four information needs as can be seen
in the following example. The other work tasks are, in Portuguese, in Appendix B.

You are the sibling of a 5-year old child who, usually, is irritable throughout
the day. There are times when you feel you can not keep up with the situation
any longer but, on the other hand, you also feel sorry for her. You think she
may suffer from bipolar disorder and you want to know more about this disease.
For example, (T1.1) to know what characterizes the disease, (T1.2) if children
can have this disease, (T1.3) how to deal with people affected by the disease and
(T1.4) to know treatments for it.

In this study, each user chose two information needs and four search engines from the
following: Bing, Google, MedlinePlus, SAPO, SAPO Saúde, WebMD, Yahoo!. After an-
swering an initial questionnaire6, users were asked to assess relevance in a 3 graded scale
of the 30 top documents returned by each of the four search engines. Each student had to
fill an pre-formatted file with information about the document ranking, URL, title, snippet
and relevance score. The search results have been used for an academic project on retrieval
evaluation. In the end, students also answered a final questionnaire7.

The initial questionnaire included the same number of questions for each selected infor-
mation need, namely, which information need was selected, if the user had done previous
searches on that topic, what does he knows about it, possible queries and the selected query.
The final questionnaire was mainly concerned with the evaluation of the selected information
needs, asking the user his reasons to choose that information need, if it was clear, difficult,
familiar or ambiguous, to know if the user felt he succeeded and if he would like to know
queries from other users with the same information needs.

4Available at: http://www.fe.up.pt/~ctl/pisc1.html
5Available at: http://www.fe.up.pt/~ctl/pisc2.html
6Available at: http://www.fe.up.pt/~ctl/trab1.html
7Available at: http://www.fe.up.pt/~ctl/trab2.html
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Chapter 5

Research Plan

This chapter describes future research plans, including a schedule for completion of the work
presented in Section 5.6. The first sections are dedicated to four major components of this
research, namely, the study of the effects of context features on Health Information Retrieval,
the selection of the most promising context features and their acquisition, the development
of query expansion approaches and their evaluation. In Section 5.5, the data sets that will
be used in the experiments are described.

5.1 Effects of context features on HIR

One of the major goals of my Ph.D. is to study the effects of interaction, user and task
context features on Health Information Retrieval. In this initial stage I will make efforts
to understand how people search for health information online and how their behavior is
influenced by specific context features related to the user, his task or previous behaviors.

The need of field experiments to collect more than documents, queries and relevance
judgements is crucial to gather context and particularly important to this stage. Conducting
this type of experiments is, by its nature, hard. Moreover, privacy and logistic reasons make it
even harder to obtain the ideal realism in experiments on health retrieval done by consumers.
It is hard, for example, to transmit in a simulated work task the emotions associated with
real work tasks. As the data contained in web access logs is less biased I will also analyze
web access logs, being aware that this type of data is less rich in context.

To accomplish the goals of this stage I have planned several studies. These studies will
use the data sets described in Section 5.5 and will be explained next.

5.1.1 First User Study Analysis

With the data collected from this study I will be able to broadly characterize user’s health
information seeking behavior and describe health information seeking behaviors in different
context situations. I will be able to:

• Characterize the interaction with a results page based on the measures defined by Fox
et al. [66];
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• Characterize the interaction within a session based on the measures defined by Fox et
al. [66] plus the number of search engines used and the average depth of browsing after
a results page;

• Characterize health queries (e.g.: number of terms, language used, advanced operators
used);

• Analyze interaction differences according to context features like: search experience,
task familiarity, previous searches on the topic, previous knowledge, age, gender and
perception on health status;

• Study query reformulation and the impact that seen documents have in it;

• Know which search engines are used to search for health information;

• Detect if there are common patterns in users behavior (e.g.: search the english trans-
lation of the terms and then do the health search with english terms);

• Know the major difficulties when conducting a health related search;

• Know the type of health search (fact, decision or exploratory) more frequently done;

• Investigate if social forums are consulted and used to search for health information;

• Be aware of the resources most frequently used in health information retrieval;

• Know if users are receptive to query term suggestion.

I will use the measures defined by Fox et al. [66] that can be obtained through the data
logged by the Lemur Query Log Toolbar. To analyze the user interaction with the results
page, these authors propose the following measures: difference in seconds from leaving results
list to returning, duration in seconds of reading results list, scrolled, scrolling count, average
seconds between scroll, total scroll time, maximum scroll, time to first click, time to first
scroll, number of the search results page, the search result position on the page, the absolute
search result position, visits to a results page, the way in which the user exited the results
page, image count, page size, script count, added to favorites and printed. The measures
to analyze interaction within a session are the number of queries, the number of result sets
returned, the number of results visited, the way in which the user exited the session, the
average of time spent in results page, the average of maximum scroll and the averages of
page, page position, absolute position of result, printed and added to favorites. These authors
consider sessions a set of interactions not separated by more than 10 minutes of inactivity.

5.1.2 Second User Study Analysis

In terms of behaviors, this study is not as authentic as the previous one because specific
restrictions were imposed. Users had to choose 4 out of 7 search engines and had to assess
the relevance of the 30 top results in each engine. Yet, the logged behavior will be useful to
study the relationships between the relevance judgements and the interaction with the result
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pages according to the measures defined by Fox et al. [66]. In fact, the analysis of this study
will be focused on the effects of context features on relevance judgments, not only interaction
features as stated before but also user (e.g.: age, gender, search experience, perception on
health status) and task features (e.g.: previously searched?, familiarity, complexity, clearness,
exact idea of the type of information needed?). Context factors are crucial to fully understand
if and how can behavior be used to infer relevance.

With this study I will also:

• Find out what type of search engine (specialized or general) yields better performance
for consumer health queries;

• Compare the overall performance of each search engine on health queries;

• Compare the performance of each search engine in each information need, work task
and medical scenario;

• Know how the interaction with each document changes with different context features;

• Analyze the agreement of relevance judgements between users;

• Compare the number of partial and highly relevant documents in the several work
tasks, information needs and medical scenarios;

• Analyze the dynamic nature of relevance (e.g.: how relevance judgements change as a
user proceeds).

In this study, I intend to use traditional measures like recall, precision and MAP and
also alternative measures like the ones proposed by Borlund and Ingwersen [67] to graded
relevance assessments, namely, Relative Relevance (RR) and Ranked Half-Life (RHL). The
first is a measure of correlation between relevance judgements of different types or given
by several users. The second indicates the degree to which relevant documents are located
on the top of a ranked retrieval result. Other possible alternative measures, proposed by
Järvelin and Kekäkäinen [68] are Generalized Recall and Precision, an adaptation of the
traditional measures to graded relevance assessments, and cumulated gain-based measures
like the Discount Cumulated Gain (DCG) that assumes that the higher the ranked position
of a relevant document, the less valuable it is for the searcher, because the probability of
examination is lower.

5.1.3 Characterization of health searches in specialized search en-
gines

This study will use the SAPO Saúde access logs (for details see Section 5.5). Sapo Saúde
access logs are not rich in information but will allow the following analyses:

• Characterization of consumer health queries submitted to a specialized search engine
(e.g.: number of query terms, technical nature of terms, medical scenario, medical
specialty or disease severity);

23



• Study of query refinements in a session (number of queries per session, time between
queries, types of query refinement);

• Detection of possible relations between query refinements behavior and context fea-
tures;

• Analysis of the temporal distribution of searches.

The only user behavior that can be analyzed is the query refinement one. In terms of
context, the Sapo Saúde data set is empty. However, with information on the queries, it might
be possible to predict context features like medical scenario (e.g.: diagnostic, therapeutics),
medical specialty (e.g.: dermatology, gastroenterology) or disease severity. It is then possible
to analyze possible relations between predicted features and query refinement behaviors. It
would be interesting to be able to gather context features through a few questions that would
appear to the user during the search. Yet, considering the interference it may cause to the
service, I have doubts on its feasibility.

5.1.4 Characterization of health searches in general search engines

This study will use the SAPO access logs (for details see Section 5.5). Although not compa-
rable to the behavior logged through a client-side software like the Lemur Query Log Toolbar,
these log files are richer than the usual web server logs. Besides the query refinement behav-
ior, in this study it will also be possible to analyze user’s click behavior on results page and
where is the search done (in Portugal, in portuguese or in all Web are the three options of
the search engine). I will use all the measures defined by Fox et al [66] that can be calcu-
lated using the SAPO data set. In terms of context, besides the predicted context features
mentioned in the previous study, here, as it is possible to identify the user, it will also be
feasible to predict the user expertise based on previous searches on the topic. Moreover, the
clicked pages can also be considered context to the search. The goals of this study are to:

• Characterize consumer health queries (e.g.: number of query terms, technical nature
of terms, medical scenario, medical specialty or disease severity);

• Compare health queries with general queries (e.g.: number of terms, range of vocabu-
lary);

• Test methods to evaluate the ambiguity of health queries;

• Find patterns in the sequence searches done by user (is he a frequent searcher of health
information? Of a specific health topic? Is his behavior similar in non-health domains?
Does his behavior change across search episodes?);

• Study query reformulation in health searches and the impact of visualized documents
on it;

• Verify if information seeking behavior changes with different context features;

• Identify types of consumer health information needs;
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• Analyze the temporal and geographical distribution of health searches;

• Compare the results of this study with the previous study.

I will compare the already implemented methods to identify health queries (see Section
4.1) with the use of a health vocabulary generated by the query terms found in the SAPO
Saúde access logs. The method with better results will be used to filter health queries in
these logs.

It would be interesting to gather context features through a few questions that might
appear to the user during the search. Yet, considering the interference it may cause to the
service, I have doubts on its feasibility.

5.1.5 Expertise influence on health information seeking behavior

This study will use the FEUP and FMUP web access logs (for details see Section 5.5). This
data set is different from the SAPO and SAPO Saúde log files as it has information on a
complete web session and not only on the search engine session. On the other hand, it does
not has information that is present in SAPO log files (e.g.: ranking of the clicked result and
user’s identification) and information on user behavior that is stored by the Lemur Query
Toolbar.

The major goal of this study is to compare the information seeking behavior of users with
different types of expertise. Experts are the faculty and students of the Faculty of Medicine
and non-experts are the faculty and students of the Faculty of Engineering. Yet, as the infor-
mation present in this data set covers the whole web session, it will also serve to analyze the
impact of other predicted context features (e.g.: medical scenario, medical specialty, disease
severity and visited pages) on the information seeking behavior on multiple search engines,
including query reformulation. This behavior will be characterized by elements like search
engine used, number of search engines per web session, query terms used, query refinements,
types of visited pages (e.g.: forums, blogs), time between requests and terminology used in
visited web pages.

It will be possible to investigate the use of forums to satisfy health information needs
and to compare the results of this study with the results presented by White at al. [69] that
predicted health experts through the presence of the PubMed webpage in web sessions.

Health web sessions will be identified by the presence of at least one health query in one
of the majors general and specialized search engines.

5.2 Selection and capture of context features

The previously described studies will allow the identification of the most promising context
features in terms of influence in HIR. This selection of features will depend on the results
achieved in each study and will allow a deeper analysis of their effects in the subsequent
studies and their incorporation in the query expansion approaches.

The acquisition of context features is crucial to this research and can be done explicitly
or implicitly. Explicit methods have the advantage of being more precise but also more
intrusive. Implicit methods have the opposite characteristics and acquire context through
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the analysis of implicit user behavior or implicit information around the search like the
documents seen. In this research there will be both types of acquisition, explicit in an initial
stage, described in Section 5.2.1, and implicit in a later stage, described in Section 5.2.2.

5.2.1 Explicit acquisition

In the User Studies 1 and 2, the interaction context features will be acquired through the logs
generated by the Lemur Query Log Toolbar and the user and task context features obtained
with the questionnaires. The user and task context features captured in both studies are
presented in Table 5.1.

Table 5.1: Context Features captured in User Study 1 and 2.

User features Task features
User Study 1 age, gender, search experience, per-

ception on health status
previously searched?, familiarity,
previous knowledge on the topic

User Study 2 age, gender, search experience, per-
ception on health status

previously searched?, familiarity,
complexity, clearness, exact idea of
the type of information needed?

In the other studies, acquisition will focus on interaction features, obtained through log
files, and task features like disease severity, medical scenario and medical specialty. By
medical scenario I am thinking of specific goals behind a query like diagnosis, therapy and
prognosis. In the professionals domain, there are several categorizations of questions where
the one proposed by Ely et al. [70] is well-known. In his book [26], Hersh has a specific
section on physician information needs. From the consumers point of view there are not so
many studies dedicated to the categorization of health questions. Diagnosis, therapy and
prognosis are three type of clinical questions used in Evidence-Based Medicine (EBM) [26]
that also seem applicable to health consumers information needs. The medical specialty
behind a search might not be easy to identify in all queries. However, I believe there are
many cases where this can be done and that it might be useful to improve health information
retrieval.

Ideally, these context features would be gathered directly from the user with questions
embedded in the search results page, similarly to what Google does [71]. However, doubts on
its feasibility make me think of an alternative plan of using human assessors, preferentially
with some medical/health background, to categorize queries in the three perspectives. The
Amazon Mechanical Turk1, a crowdsourcing service, is also a possible alternative, allowing
the evaluation task to be carried by paid assessors.

In the fourth study, described in Section 5.1.4, user expertise, if needed and not explicitly
asked to the user, will be acquired implicitly. In the fifth study, user expertise is explicitly
defined by the institution to which the user belongs.

1https://www.mturk.com/mturk/welcome
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5.2.2 Prediction of context features through Health Information
Seeking Behavior

One of the major goals of this research is to study if present or past interaction can be used
to infer the searcher’s context, namely user’s expertise on the topic, disease severity, medical
scenario and medical specialty. If possible, this would allow an automatic identification of
context features without disturbing the user and could be integrated in information retrieval
systems.

User’s expertise User’s expertise can be evaluated through aspects of the health infor-
mation seeking behavior like the technical nature of the terms used in the queries, frequency
of past searches with the query or related terms and visits to specific websites. The technical
nature of the terms in a query may be evaluated through approaches like the one proposed
by Zeng et al. [58].

Disease severity I would like to see if the severity of a topic behind a search might be
predicted with the co-occurrence of query terms that are health specific with words like death
or similar. After the previous studies, it would also be interesting to see if behaviors specific
to severe diseases/non-severe diseases can be used to predict this context feature.

Medical scenario To predict the medical scenario behind a search, I will use the query
terms and health-related vocabularies and thesauri. Co-occurence methods might also be an
approach.

Medical specialty Just like the medical scenario, the prediction will be based on query
terms and health-related vocabularies and thesaurus. It may also use information from
sources like the Wikipedia that has several health categories, where some are medical spe-
cialties.

As the research will be based on portuguese health consumers, the language used to
express the query terms will be an obstacle because most of the idealized approaches use
english health thesauri. However, whenever possible, I will try to use language-independent
or multi-language resources like Wikipedia or I will approach each language in different ways
or with different resources. To evaluate the described methods I will compare the predictions
made to the explicitly acquired features.

5.3 Development of query expansion approaches

A third major goal of this research is to explore the use of context features in query expansion,
in order to improve a retrieval system’s performance.

Query expansion is a method that adds terms to the original query, given by the user,
with the purpose of improving retrieval performance. It is based on the assumption that the
query provided by the user may be inadequate or incomplete to represent the underlying
information need. As can be seen in Figure 5.3, query expansion can be done manually,
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automatically or interactively. Terms are provided mainly from two types of sources: search
results and knowledge structures. Manning et al. [72] classify the first class of methods as
local and the second as global.

Local methods include relevance feedback, pseudo and implicit relevance feedback, meth-
ods that use information from the documents of an earlier iteration of search that have been
identified as relevant. In relevance feedback the user marks returned documents as relevant
or non-relevant and the system builds a better representation of the information need based
on his feedback [72]. Pseudo relevance feedback assumes the k ranked documents as relevant
and implicit relevance feedback uses indirect sources of relevance.

Global methods use knowledge structures that are independent of the search process.
This knowledge structures may be collection-dependent, if based on the corpus, or collection-
independent [73]. Term clusters from the collection of documents are an example of a
collection-dependent knowledge structure. Domain-specific thesauri or general-purpose the-
sauri (e.g.: WordNet) are collection-independent.

Figure 5.1: Query expansion methods and sources - extracted from the work of
Efthimiadis[73].

The concretization of the query expansion approaches will be defined along the Ph.D.
research with the results gathered. Yet, I already have some ideas I would like to explore,
namely the influence of the following sources, individually or combined, on query expansion
in health searches:

• Previous knowledge on the topic;

• Other users’ queries to the same information need;

• Other users’ queries to the same work task;

• Title of relevant documents;

• Snippet of relevant documents;

• Contents of relevant documents;

• Terms related to the medical scenario behind a search;
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• Terms related to the medical specialty behind a search;

• Translations of lay terms to medical terms;

• Translations of medical terms to lay terms;

• Health thesauri and other knowledge structures (e.g.: Wikipedia) to collect synony-
mous or related terms.

If available, the user expertise information should be used in the selection of the terms
and in the option of translating lay to/from medical terms. The proposed query expansion
approaches should define which source(s) are used and how terms should be selected for
inclusion in the query.

5.4 Evaluation of query expansion approaches

To evaluate and compare the query expansion approaches that will be developed, I will need
to setup experiences. This section intends to describe evaluation alternatives and, as far as
possible, to indicate evaluation directions.

The Cranfield model is still the dominant evaluation model in IR [65] and is based on the
use of testbeds (collections of documents, queries and relevances assessments) [74]. It also
includes the assessment of retrieval performance through standard IR measures like precision
and recall. This model is also called the Laboratory Model of Information Retrieval and is
driving system-oriented or computer science oriented IR research [28]. This model allows a
greater control of sources of variability and, therefore, an increasing power of experiments
that can be run with lower costs [75]. Since 1992, the TREC (Text REtrieval Conference)
conferences have been a major forum to discuss research evaluated through this model.

Being an obvious solution to the prototypes’ evaluation, the Cranfield method has restric-
tive assumptions on the cognitive and behavioral features of the IR system’s environment
[65]. Users, their interaction with the system, their intentions with the query and the process
used to judge relevance are not included in these experiments. In their book [28], Ingwersen
and Järvelin have a very interesting systematization of the problems of this type of evalua-
tion in the form of 10 objections and responses. In summary, they point that this model has
lack of (1) users and tasks, (2) interaction and dynamic requests, (3) tactical variability, (4)
uncertainty, (5) user-oriented relevance, (6) variety in collections, (7) it assumes document
independence and neglects overlap, (8) is based in recall and precision that are insufficient,
(9) does heavy averaging and (10) is just document retrieval with little attention to the
presentation or use of information. In spite of the attempts to incorporate users in TREC,
as done in the Interactive and HARD tracks, context is still “reluctantly and minimally
acknowledged” [76]. For this reason and because of the importance of the environment in
contextual IR, the use of alternative approaches is critical.

Traditionally, the way to incorporate context and user behavior into IR experiments is
to perform studies that involve the user. In these studies there are several possible research
settings. Beyond pure laboratory experiments where only simulations of search behavior
can be done, Ingwersen [77] identifies three major types of research methods involving users:
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(1) ‘ultra-light’ IR interaction experiments, (2) interactive light IR experiments and (3)
naturalistic IR field studies in the context of, for instance, an organizational setting.

‘Ultra-light’ IR interaction experiments focus on short-term IR interaction composed of
1 to 2 retrieval runs. This kind of experiments allows the use of existing test collections
in the form of laboratory studies provided that the number of iterations is limited to avoid
learning effects by test persons.

Light IR interaction experiments differ from the previous ones on the number of possible
iterations. It entails session-based multi-run interaction with more intensive monitoring like
log analysis, interviews and observation. This type of experiments can be carried out in
the laboratory, taking the form of a laboratory study or in natural settings, taking the
form of a field experiment. The Interactive IR evaluation model proposed by Borlund [65],
that integrates the simulated work task situations, is an example of an interactive light
experiment.

Naturalistic studies assume live tasks in natural environments. It may be a field exper-
iment if an experimental situation with test persons is used, turning into a field study if
it uses natural behavior in real persons or a case study. Field studies are typical in social
sciences and case studies in the human computer interaction area.

The high cost of studies with users, like the ones described before, is the motivating
force for the recent efforts in order to create adequate test collections to Interactive IR [75].
In 2009 the 1st International Workshop on Contextual Information Access, Seeking and
Retrieval Evaluation (CIRSE) promoted discussion and research on this topic. In 2010 there
will be the second edition of this conference.

In this research I intend to use ultra-light and interaction light experiments, briefly
described in the next sections. The first because of its lower cost and the second for its
richness in context. Naturalistic studies were excluded because it is very hard to capture
real behaviors in health searches done by consumers. It is hard to predict when this type of
searches are expected to occur and the cost of this kind of experiments would be very high.

5.4.1 Ultra-light experiments

The ultra-light experiments will probably use test collections, otherwise, with a little extra
effort they could be converted into a richer experiment, this is, a light experiment.

Despite the disadvantages of the Cranfield Model, mainly caused by its experimental
limitations and therefore lack of realism, test collections can be useful in the evaluation of
the use of context features in IR. The choice to use a test collection depends on what is being
tested and on which context features are included in the test collections.

The collection gathered from the second user study is small in size (around 9,600 doc-
uments and 140 queries) but is related to the health area and is rich in user, task and
interaction context, gathered during the experience. This will certainly be used to evaluate
proposed query expansion approaches.

OHSUMED2 is a well-known test collection in the health area. It is a subset of references
from Medline, with three graded relevance assessments and with patient information along
with each query. The Cystic Fibrosis test collection is also composed of documents from

2http://ir.ohsu.edu/ohsumed/ohsumed.html
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Medline and three graded assessments of relevance [78]. These two test beds are more fit
to be used in the evaluation of systems or approaches dedicated to health professionals.
However, as the users’ expertise is one of the context features I will be focusing, these
collections may be useful.

Similarly to what has been done by Liu and Chu [25], that transformed the McMaster
Clinical Hedges Database3, a database of categorized medical articles, in a test collection,
other databases may also be adapted or even created to be suitable to the defined experience.
As Ellen Voorhees [75] says, “if building a [...] test collection is expensive relative to a
Cranfield collection, but its use allows valid conclusion to be drawn at a cost lower than
an interactive study, the construction will be well worthwhile”. She argues that, to build
effective test collections for Adaptative IR, not all factors that affect retrieval behavior should
be modeled, only the ones that capture its essence.

In TREC there are two tracks with interest to this research, namely the Relevance Feed-
back and the Session tracks. The first started in 2008 and intends to explore the effects of
factors on the success of relevance feedback. The second will begin in 2010 and intends to
test if a system performance can be improved by using a previous query and search results
from the search session and also to evaluate system performance over an entire query session.

In the experiences with test collections, I will use a standard retrieval systems, such as
Terrier4, Lucene5 or Lemur6. The choice will depend on the compatibilities of the system
with the test collections and should be the same for all the experiences.

5.4.2 Interactive light experiments

Being better than pure laboratory experiments, ultra-light experiments are still limited in
realism as only 1 to 2 iterations are allowed. Even in this type of experiments, context
features are almost not in play [77]. This is why there is the need to run interactive light
experiments.

The first of the user studies described previously, is the first interactive light experiment
of this research. Although it was run with the goal of analyzing health IR retrieval and
not to evaluate a specific query expansion approach, it implements the model defined by
Borlund [65] to evaluate interactive IR systems. In this user study simulated work tasks
are used and there is a strong component of monitoring (client logs and questionnaires). In
a similar way, other studies can be conducted to evaluate query expansion approaches. In
these experiences a third search engine will be used, at background. Services like Google
Custom Search Engine7 or Yahoo! Search Boss8 can be used.

The integration of context in the experiences can be done through the manipulation
of specific context features (e.g.: task complexity, medical scenario, health topic severity,
health specialty) or the selection of participants from defined user groups (e.g.: experts or
non-experts).

3http://hiru.mcmaster.ca/hiru/HIRU_Hedges_home.aspx
4http://ir.dcs.gla.ac.uk/terrier/
5http://lucene.apache.org/java/docs/
6http://www.lemurproject.org/
7http://www.google.com/cse/
8http://developer.yahoo.com/search/boss/
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Performance evaluation will probably be done through comparison of the implemented
approaches to a defined baseline run (e.g.: without query expansion). However, alternative
approaches like the use of questionnaires with questions about the retrieval tasks may also
be used. Silva and Favela [27] evaluated their system using this last method with questions
about the retrieval task and the experience insights. Hersh et al. [79] have compared two
systems with clinical questions that the users (medical students) had to answer after the
search session. They have analyzed not only the number of correct answers but also the
time taken, the number of relevant articles retrieved and user satisfaction. These measures
can all be used in future experiments. A/B testing is another technique that can be used.
It is based on the principle of running tests in which only one parameter is varied from the
control system and it facilitates the analysis of the effects of this change [72]. Usually, a
small proportion of users is redirected to the variant system, while other users are redirected
to the control system. This technique is used by Hersh et al. [79] to randomly select the
students that are redirected to each system.

5.5 Data sets

An important aspect of this work is the access to significant data sets to be used during this
research, not only in the evaluation but also in the exploratory studies to investigate the
effects of context. I will describe the data sets that will be used in all stages of this Ph.D..

User Study 1 In this study I have collected the answers given in two questionnaires
and the actions done by the users during their search. As previously described, users have
installed the Lemur Query Log Toolbar that generates session logs. The events logged include
left, right and middle mouse clicks; tabs opened, closed or selected; scroll, focus and blur
page events.

User Study 2 In this study I collected user’s answers to two questionnaires, their actions
on the web search and the collection of relevant documents to a set of predefined information
needs. In this study users were restricted to a small set of search engines. As in the previous
study, the Lemur Query Log Toolbar was used to log users’ actions. In the pooling process,
users had to fill an pre-formatted file with information about the document ranking, URL,
title, snippet and relevance score.

SAPO access logs SAPO, the biggest portuguese web portal, has one of the most well-
known portuguese search engines. This data set is composed of the access logs to SAPO’s
search service. Besides the fields usually present at web server’s log files, these logs also
have information on the geographical coordinates, the user identification, the search type (in
Portugal, in portuguese, in all web) and time to process the request. Moreover, it also has
information on the clicks made on search pages, including the time between the load of the
page and the click, the webpage coordinates where the click was made and the rank of the
result clicked.
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SAPO Saúde access logs SAPO Saúde is a service that provides health information in
several categories and through a search box. All the searches done in this service are being
logged in a file with the following structure: timestamp, IP and query terms.

FEUP and FMUP web access logs Arrangements have already been made to obtain
web access logs of a limited period in two large institutions of the University of Porto. One
is the Faculty of Engineering (FEUP) and the other is the Faculty of Medicine (FMUP). In
the first, these data is available through firewall logs and, in the second, through proxy logs.

AOL access logs This collection consists of 20,000 web queries randomly sampled from
AOL search in 2004 [80]. These queries were classified into 20 categories by a team of ten
human assessors. One of the categories is health.

HINTS HINTS (Health Information National Trends Survey) collects data routinely about
how americans find and use cancer information. Their data are available for public use.

UMLS The Unified Medical Language System has three knowledge sources: the Metathe-
saurus with more than one million biomedical concepts from over 100 sources (including
MeSH), the Semantic Network with categories and relationships between them and the SPE-
CIALIST Lexicon and Tools with lexical information and programs for language processing
[9].

Consumer Health Vocabulary Vocabulary, developed in an open source and collabo-
rative initiative, that relates medical terms (e.g.: myocardial infarction) to lay terms (e.g.:
heart attack) [9].

Wikipedia Web-based, multilingual project written in a collaboratively way. It has 3,179,059
articles in the english version and 541,026 articles in the portuguese version. It may act as
a source of context to health searches and will probably be used in my experiences.

5.6 Timetable of activities

The first year of my Ph.D. (2007/2008) was a curricular one. In the second year (2008/2009),
I’ve been on a maternity leave in the first semester. In the second semester I focused on
the ACM SIGIR Conference, in which I presented a paper in the Doctoral Consortium and
on the European Summer School in Information Retrieval (ESSIR) in which I attended
classes and presented a paper at the 3rd Symposium on Future Directions in Information
Access (FDIA). The end of 2009 was dedicated to planning and running the user studies
and to writing this proposal. Next, I will present the schedule of the activities described in
the previous sections. The stages specified as ’Publish results’ deal with the writing of the
papers and not with the publishing process which may occur later.

The remaining time of 2009/2010 (see Table 5.2), will start by the analysis of both user
studies (see Sections 5.1.1 and 5.1.2). To obtain context features for both studies, a data
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analysis of the data recorded will be done (Explicit acquisition of context 1) in January for
User Study 1 and in February for User Study 2. The second phase of explicit acquisition of
context will run in April and will be dedicated to the development of a web application that
will allow the classification of queries by human assessors in three categories: health scenario,
medical specialty and topic severity. The automatic detection of health queries will also be
done at this stage. The classification of queries (Explicit acquisition of context 3) will then
start in May 2010 and continue until, at least, February 2011. I will begin the development
of query expansion approaches in May, and I am expecting to spend three months with this
task. This will allow the evaluation of user studies in the first semester of 2010/2011.

Table 5.2: Future work plan for 2009/2010.
S O N D J F M A M J J

Explicit acquisition of context 1 X X
Analysis of User Study 1 X X
Analysis of User Study 2 X X
Publish results (User Study 1 and User Study 2) X
Explicit acquisition of context 2 X
Explicit acquisition of context 3 X X X
Query expansion approaches X X X
Publish results (Evaluation in Contextual HIR) X

The year of 2010/2011 (see Table 5.3) will start with studies of health searches in special-
ized and general search engines (see Sections 5.1.3 and 5.1.4). After these studies, I expect
to develop new query expansion approaches (January 2011) that will be evaluated, without
users, in ultra-light experiences in February 2011. The study of expertise influence on health
information seeking behavior (see Section 5.1.5) will be run in March, April and May of
2011. New query expansion approaches will be developed afterwards.

Table 5.3: Work Plan for 2010/2011.
S O N D J F M A M J J

Health searches in specialized search engines X X
Health searches in general search engines X X
Publish results (Health searches) X
Query expansion approaches X X X
Explicit acquisition of context 3 X X X X X X
Expertise influence on HISB X X X
Publish results (Expertise influence) X
Evaluation of query expansion approaches X X X X X

In 2011/2012 (see Table 5.4), the plan includes the evaluation of the query expansion
approaches developed in the end of 2010/2011, the prediction of context features (see Section
5.2.2) and the writing and submission of the thesis.
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Table 5.4: Work Plan for 2011/2012.
S O N D J F M A M J J

Evaluation of query expansion approaches X X X X
Publish results (Query expansion) X
Prediction of context features through HISB X X X
Prepare final version of the thesis X X X X X X
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Appendix A

Work tasks for user study 1

T1 - Dores de costas Até há 2 meses atrás, nunca teve dores nas costas. Desde essa
altura que começou a sentir dores nos ombros, pescoço e parte de cima das costas. Antes de
sentir estas dores começou a fazer musculação mas sempre se sentiu bem, pelo que não parece
haver relação. Já foi ao ortopedista e tentou, sem resultados, vários tipos de massagens e
acupunctura. O seu médico diz que não é nada sério e que passará com o tempo. Necessita
de saber mais sobre este problema. Por exemplo, saber quais são as posśıveis causas de dores
nas costas, como aliviar a dor e como tratar.

T2 - Psoŕıase Desde há duas semanas que está com várias zonas da pele irritadas. Estas
manchas são avermelhadas, causam prurido e dor. Tem posto creme hidratante todos os dias
mas não tem sentido melhorias. Tem hipertensão e colesterol alto. Desconfia de psoŕıase e
necessita de saber mais sobre esta doença. Por exemplo, o que é a psoŕıase, quais são os seus
sintomas e como tratar.

T3 - Queda de cabelo No último ano tem tido uma queda de cabelo acentuada que o
está a deixar preocupado. Tem hipertensão, colesterol alto, alergias e uma depressão para a
qual está a ser medicado. Necessita de saber mais sobre a queda de cabelo. Por exemplo,
quer saber se a queda de cabelo é causada por algum dos problemas que já tem, quais são
as causas deste sintoma, o que poderá fazer para travar este problema e se corre o risco de
ficar careca.
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Appendix B

Work tasks for user study 2

T1 - Doença bipolar É irmão/irmã de uma criança com 5 anos que está constantemente
irritável ao longo do dia. Há momentos em que sente que não a consegue aturar mais mas,
por outro lado, sente pena dela. Desconfia de doença bipolar e necessita de saber mais sobre
esta patologia. Por exemplo, (T1.1) saber o que caracteriza a doença, (T1.2) se é posśıvel
crianças sofrerem desta patologia, (T1.3) saber como lidar com pessoas afectadas pela doença
e (T1.4) conhecer tratamentos existentes.

T2 - Malef́ıcios da exposição ao sol É uma pessoa que vai de férias para as Maldivas no
próximo ms com um bebé de 12 meses e está a ficar preocupado porque tem ouvido muita
publicidade sobre os perigos da exposição solar. Está até a pensar alterar o seu destino.
Nesse sentido, necessita de saber mais sobre os perigos da exposição solar. Por exemplo,
saber (T2.1) quais os problemas de se expor a si ao sol, (T2.2) quais os problemas de expor
ao sol o seu bebé, (T2.3) qual a influncia do tipo de pele nos cuidados a ter com a exposição
solar e (T2.4) saber se só há perigo se ficar com queimaduras solares ou se basta estar ao sol
para se correr riscos.

T3 - Cancro da mama A sua mãe, com 55 anos, tem-se queixado que a sua mama direita
tem tido dores intensas quando tem de fazer esforços com os braços. Está com receio de
que possa ser um sintoma de cancro da mama e necessita de saber mais sobre esta forma de
cancro. Por exemplo, (T3.1) quer saber os sintomas associados a esta doença, (T3.2) quais
os exames médicos a fazer para a diagnosticar, (T3.3) quais os procedimentos médicos que
costumam ser feitos após o diagnóstico e (T3.4) probabilidades de sobrevivência.

T4 - Depressão Está a passar por uma fase dif́ıcil e parece-lhe que está com uma de-
pressão grave causada por vários factores: stress, trabalho, famı́lia e fraca alimentação. A
sua vida tem sido afectada profundamente nos últimos tempos. Tem tido mudanças rápidas
de humor, falta de amor próprio, pensamentos de suićıdio, uma vontade constante de chorar,
perda de interesse nos seus passatempos favoritos, falta de motivação para actividades sociais
e um sono pouco regular. Necessita de saber mais sobre depressão. Por exemplo, necessita de
saber (T4.1) que tipos de depressão existem e como são caracterizados, (T4.2) como diagnos-
ticar uma depressão, (T4.3) como recuperar de uma depressão e (T4.4) que medicamentos
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costumam ser utilizados para tratamento.

T5 - Pedras nos rins O seu irmão, de 42 anos, já teve pedras nos rins há uns anos e,
actualmente, tem tido dores semelhantes. Para além destas dores, também tem sangrado
sempre que urina. Necessita de saber mais sobre o problema de pedras nos rins. Por exemplo,
(T5.1) quer saber se o facto de sangrar poderá estar associado às pedras nos rins e (T5.2)
quais são os sintomas, (T5.3) causas e (T5.4) complicações da doença.
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